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Motivation and big picture

What can learn learning algorithms learn efficiently?
Fundamental limits and capabilities.

Where do fundamental barriers arise? Structural
hardness vs. constructive learning.

Relevance to practitioners.
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ABSTRACT

Recurrent Neural Networks (RNNs) with Long Short-Term Memory units
(LSTM) are widely used because they are expressive and are easy to train. Our
interest lies in empirically evaluating the expressiveness and the learnability of
LSTMs in the sequence-to-sequence regime by training them to evaluate short
computer programs, a domain that has traditionally been seen as too complex for
neural networks. We consider a simple class of programs that can be evaluated
with a single left-to-right pass using constant memory. Our main result is that
LSTMs can learn to map the character-level representations of such programs to
their correct outputs. Notably, it was necessary to use curriculum learning, and
while conventional curriculum learning proved ineffective, we developed a new
variant of curriculum learning that improved our networks’ performance in all
experimental conditions. The improved curriculum had a dramatic impact on an
addition problem, making it possible to train an LSTM to add two 9-digit numbers
with 99% accuracy.

1 INTRODUCTION

Execution of computer programs requires dealing with a number of nontrivial concepts. To execute
a program, a system has to understand numerical operations, if-statements, variable assignments,

the compositionality of operations, and many more.
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1 INTRODUCTION

Execution of computer programs requires dealing with a number of nontrivial concepts. To execute
a program, a system has to understand numerical operations, if-statements, variable assignments,

the compositionality of operations, and many more.
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1 INTRODUCTION

Execution of computer programs requires dealing with a number of nontrivial concepts. To execute

a program, a system has to understand numerical operations, if-statements, variable assignments, : :
the compositionality of operations, and many more. EXpe [l meﬂt con d U Cted by YU ﬂtlaﬂ : eal’|y 2025 .
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Two papers at a glance

Paper 1: On the Statistical Query Complexity of Learning
Semiautomata: a Random Walk Approach. arXiv:2510.04115

(October, 2025). G. Giapitzakis, K. Fountoulakis, E. Nichani,
J. D. Lee.

Paper 2: Learning to Add, Multiply, and Execute Algorithmic
Instructions Exactly with Neural Networks. NeurIPS 2025. A. Back
de Luca, G. Giapitzakis, K. Fountoulakis.

Algorithms: shuffling machines.

End-to-end learning with
statistical queries is hard.
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Two papers at a glance

Paper 1: On the Statistical Query Complexity of Learning
Semiautomata: a Random Walk Approach. arXiv:2510.04115

(October, 2025). G. Giapitzakis, K. Fountoulakis, E. Nichani,
J. D. Lee.

Paper 2: Learning to Add, Multiply, and Execute Algorithmic
Instructions Exactly with Neural Networks. NeurIPS 2025. A. Back
de Luca, G. Giapitzakis, K. Fountoulakis.

Algorithms: shuffling machines. Step-by-step learning with
E ogradient descent is efficient.

End-to-end learning with

.. .. and exact!
statistical queries is hard.

Models: Neural networks


https://arxiv.org/abs/2510.04115

LLearning Instructions
Step-by-Step with Gradient
Descent is Exact and Efficient

=) A. Back de Luca, G. Giapitzakis, K. Fountoulakis. Learning to Add, Multiply, and Execute
Algorithmic Instructions Exactly with Neural Networks. NeurIPS 2025.



Architecture and training

Two-layer feedforward network: f(x) = W, ReLU(Wlx)

We will study this in the infinite-width limit (# of hidden neurons going to
infinity), trained by gradient-descent.



Architecture and training

Two-layer feedforward network: f(x) = W, ReLU(Wlx)

We will study this in the infinite-width limit (# of hidden neurons going to
infinity), trained by gradient-descent.

Popular setting for understanding the training dynamics

[1806.07572] Neural Tangent Kernel: Convergence and ...

by A Jacot - 2018 - Cited by 4123 — This kernel is central to describe the generaliz:
ANNs. While the NTK is random at initialization and varies during training, in the infir

In our paper, we are going to use this setting for proving exact learning.



Example: addition (ripple-carry adder)
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Example: addition (ripple-carry adder)

Instruction

Final output

Carry Output Output

Step bit bit



Data representation: example for addition



Data representation: example for addition

carry of first number Cz

1st bit of first number ) 1
1st bit of second number q 9 1

carry of second number | C 1

2nd bit of first number p 1 O

2nd bit of second number q 1 1



Step-by-step instruction training data for addition

Input

C9 mcl D1 41

carry of first number CQ

1st bit of first number pz
1st bit of second number q 9

carry of second number | C1

2nd bit of first number p 1

2nd bit of second number q 1 ]. ].




Step-by-step instruction training data for addition

Input
C1|P1 q1
carry of first number _' |

1st bit of first number p2

1st bit of second number q 9

carry of second number | C1

& 27>

2nd bit of first number p 1

2nd bit of second number q 1




Step-by-step instruction training data for addition

[nput Output

carry of first number

1st bit of first number p2
1st bit of second number q 9

carry of second number | C1

2nd bit of first number p 1

2nd bit of second number q 1




Step-by-step instruction training data for addition

[nput Output

Instruction

bitwise sum

carry of first number

1st bit of first number

1st bit of second number

S 39

carry of second number | C1

2nd bit of first number p 1

2nd bit of second number q 1



Step-by-step instruction training data for addition

[nput Output

Instruction C1 P1 41 C1 P1 41

bitwise sum

carry of first number ‘
Do 1
1st bit of first number p2
1st bit of second number 1 1
q2
carry of second number | C1 1 1
2nd bit of first number p 1 1 1

2nd bit of second number q 1



Step-by-step instruction training data for addition

[nput Output
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carry of first number

1st bit of first number

1st bit of second number

S 39

carry of second number | C1

2nd bit of first number p 1

2nd bit of second number q 1



Step-by-step instruction training data for addition

[nput Output

Instruction @- Cl P1 41 .- Cl P1 41

bitwise sum

carry of first number

1st bit of first number

1st bit of second number

S 39

carry of second number | C1

2nd bit of first number p 1

2nd bit of second number q 1



Step-by-step instruction training data for addition

[nput Output

Instruction

carry
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carry of first number
1st bit of first number p2

1st bit of second number
d2

carry of second number | C1

2nd bit of first number p 1

2nd bit of second number q 1



Step-by-step instruction training data for addition

[nput Output

Instruction

carry

propagation

carry of first number
1st bit of first number p2

1st bit of second number
d2

carry of second number | C1

2nd bit of first number p 1

2nd bit of second number q 1



Inference

Algorithm

function binary addition (p,q)
# P,9 € {0’1}6
c = [0)i,

for i=1 to ¢:

C,P,9q =:bitwise_sum(p,qﬂ

CrPrd :rcarry;propagation(p,qﬂ
end for

o J o O b w DD

return [c; | p]
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" Algorithm

function binary addition (p, q)
# p,q €{0,1}

C =[Niﬂ u/?
for i=1 to {:

bitwise_sum(p,q”

—rcarry;propagation(p,q)

return [¢; | p]
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Inference

4 . N .
Algorithm Representation
1 function binary addition(p,q) X B
2 # p,qe{0,1} clpe alec ] Jpr @ [P @e]Jp: @
3 ¢ = (0], f 11 1
4 for i=1 to {: 1 1
5 bitwise_sum(p,q)] 1 1
6 =(carry propagation (p,q)| 1 1
7 —end for 1 1
8 return [¢ | p] 1 1




Inference

" Algorithm

1 function binary addition (p, q)
2 # p,qe{0,1}*
3 ¢ = [0, f
4 for i=1 to {:
5 kbitwise_sum (p,q) |
; ~ [carzy _propagation(p,q))
/7 en or
8 return [¢ | p
N

( )
Representation
X Y
Co||Pe qeflCoal---||P1 1 Co([Pe qe|lCoal---||P1 1
1]1 1
1 1
1 1
1 1
1 1
1 1

4 .
Execution

A

Lo |Ce P4 |Coa|--- |Pa

4

for i=1 to 2/:

Encoding
Model(ii_l, X, y)
Rounding

L; |Co|Pe|qr|Coal---

end for

.

bitwise sum
> carry
propagation

return [c?zgg[CeH ize[pe] | | 5326[191]]




Neural networks as random variables

Then the trained model is a random variable which satisfies:
Jx) ~ H(u(x), 2(x))
//t()C) . the mean behaviour of the neural network

2.(x) : the variance of the neural network



Results: the mean p(x)

We prove that the mean p(X) in a loop can OUtPUt

execute without error:

»Permutation of input binary data
= Addition of binary numbers //t
=Multiplication of binary numbers

T
ut

* An one-instruction set computer (OISC)

Training data size: logarithmic in all possible inputs.




High level idea of the proof

How can we achieve zero error?

Train on all possible instructions for $ Correct execution for all

small numbers, and overfit! possible inputs



Example of execution: addition
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Example of execution: addition
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Example of execution: addition

10 + 11,

PP 1+ Q.q;
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Example of execution: addition

f(&)=> fi(&[Bi]) = ys +¥y bitwise sum
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Example of execution: addition

10 + 11,

PP 1+ Q.q;

—~—

A

X
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Example of execution: addition

f&) = fi&[B) =y +y,

10 + 119
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Example of execution: addition
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Example of execution: addition
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Example of execution: addition
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What about other tasks? Sufficient conditions

Assumption: If there are constant number of conflicts per output bit among

the output training data Y.
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What about other tasks? Sufficient conditions

Assumption: If there are constant number of conflicts per output bit among

the output training data Y.

Assumption: The blocks are O(1) size.

Then the looped mean executes x = f(x(t_l)), fort=1,..., T, without
error, using only logarithmic number of examples for training.



Training is expensive (variance)

Task: copy bits from input to output 1.0y o e
l(: iﬂpUt length 0.8 I
ensemble size M: number of independently |
. 5 0.6
trained models to be averaged I —
=
-, ! I
< 0471 k= :-O
We need to average 300 | =15
independently trained models (3 0.2 ]; = Zg
million parameters each) to learn | L _ 30
L 0.0
to copy k=30 bits without error. : B e

Ensemble size M



Exact learning is expensive

- Permutation IIIIIIII Adlditicl)n IIIIIIII Multiplication -
' I T000K ¢
= | |
: |
@) : |
>,
Q] | | |
:é) 100 ¢ 1K 1OK§‘
0 : - - -
g i
10¢ : 100? 1K+ _
0 10 20 30 0 10 20 30 0 10 20 30

Number of bits /¢

Numerical Theoretical

The ensemble size scales quadratically in the input bits €



Exact learning is expensive

Ensemble complexity [N
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Exact learning is expensive
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Learning End-to-End is Hard

=) G. Giapitzakis, K. Fountoulakis, E. Nichani, J. D. Lee . On the Statistical Query
Complexity of Learning Semiautomata: a Random Walk Approach. COLT 2026.



Computational model: semiautomata
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Computational model: semiautomata
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Computational model: semiautomata

Input data Output data
0020101 . 8%‘1’6‘1’3%
1101011 1101011
0010010 0010010

E]

Input sequence of instructions




Computational model: semiautomata

State transition function

Discrete rules

Conditional branching

Composition of the above



Example: shuffling

v vy v
Input data: v
\ 2 v ., 9
2 3
1'0
s
V'V

<O



Example: shuffling

Input data:

Input sequence of
INnstructions:

v Yy ‘ve ‘v v ¥
v v v o : :
YV 9V vy vy vy v

3 4 5 (§) 7 38

10 J K Q A

v, v | ' |

vVe

:QV J K Q v

10 ] K 0 A

First, swap positions 5§ and 12

Then, swap positions 3 and 10

<€ €€
<€
<€ €€

<

Total #swaps: (Z)



Example: shuffling

Input data

«W
'S
o1

<

<J

<00
1=

v v, VY ‘v ‘ve v vy ‘v
v 9 vy o Y9 Y
vy 9
vV, v vy vy vy vy vV vV
2 3 4 5 6 7 8 9
10 J K Q A
v v " . |
vV
Vo¥ J K Q v
e . . . .
10 J K Q A



Example: shuffling

Input data
4
v V v vy vy v ‘ve ‘vue
v v vy o :: :v:
0 v VY 99 99 9ve v wvuv
"! Q
vV
vov  J K Q v
v'e . .
J Q

... swap (3,10) swap (5,12)

Input sequence of instructions:



Example: shuffling

Input data

4
0 V 99 ve vy ve ve ‘vw
v v vy o Y9 Y
vy oY
v 9 VY VY YV vy ve wuv
J Q
"' L
vV
vov  J K Q v
v'e . .
J Q

... swap (3,10) swap (5,12)

1-St INStruction



Example: shuffling

4
0 V 99 ve vy ve ve ‘vw
v v vy o Y9 Y
vy oY
v 9 VY VY YV vy ve wuv
J Q
"' L
vV
vov  J K Q v
v'e . .
J Q

... swap (3,10) swap (5,12)

2-nd instruction



Example: shuffling

4
0 V 99 ve vy ve ve ‘vw
v v vy o Y9 Y
vy oY
v 9 VY VY YV vy ve wuv
J Q
"' L
vV
vov  J K Q v
v'e . .
J Q

... swap (3,10) swap (5,12)

ctC



Example: shuffling

4
v V 99 ve vy ve ve ‘vw
v v vy o Y9 Y
vy oY
v 9 VY YV e ve 9ve wuv
J Q
"' L
vV
vov  J K Q v
v'e . .
J Q

*
... swap (3,10) swap (5,12)



shuffling

Example

* O
> >
> >
=)k 4

»
> >
> >
<=k 2

>IN
> > D
> D
~»

> ©
> >
> >
(=% 2

> >

*
... Sswap (3,10)

swap (5,12)



Example: shuffling

... sSwap (3,10)

N e

fo R

<J
<0

ve 'y
v 0
e | o
vy v
7
&
v
v v
'V v
6 A

<€ €€

<

2=

<€ €€
<€ €€

<



Example: shuffling

<W
<
o1
=)
<
<00
<©

v v vV ve YV vy ‘v
v YV V. v
v v Q v v v
v v v vv . Y e 99 v
2 3 4 5 Q 7 8
10 J K 6 A
.y ’ ‘o v |
vV
Veo¥© J K v e v
v'e . e ,
10 J K 6 A

swap (3,10)



Example: shuffl

swap (3,10)

<€ €€
<€ €€

<O

<€ €€
<€ €€

<



ing

shuftl

Example




Other examples

Simple machines: permuting/copying data.
Arithmetic: addition, multiplication etc.

Turing machines: one-instruction set computer (OISC).



Learning problem setting

e Fix a set of discrete instructions

e Fix a set of /V discrete data



Learning problem setting

e Fix a set of discrete instructions i—l

» Fix a set of NV discrete data s 2 R
i — S
0010010 0010010
. K
 Pick a target /* (unknown to the learner) 3

8

Input instructions

« Goal: given input-output pairs of f*, or statistical queries about it,

can the learner identify f*, and at what computational cost?



End-to-end training data

. . 0101011
input starting data  [0910101

0010010

lﬂpUt INStructions £ |
Input data Output data
0010101 | 3, |, [9820%01
1101011 1101011
0010010 0010010

output the last iteration T of f~, denoted by f @

Input instructions



Learning via statistical queries (SQ)

Humans learn by asking questions to an oracle. So, how can a machine learn?
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Humans learn by asking questions to an oracle. So, how can a machine learn?

Using statistical queries!

x := (instructions, data) ~ D
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x := (instructions, data) ~ D
and tolerance 7 to the oracle



Learning via statistical queries (SQ)

Humans learn by asking questions to an oracle. So, how can a machine learn?

Using statistical queries!

The learner submits statistic /

x := (instructions, data) ~ D
and tolerance 7 to the oracle

The oracle replies v such that |v — E__p[h(x, f2(x)]| <7




Learning via statistical queries (SQ)

Humans learn by asking questions to an oracle. So, how can a machine learn?

Using statistical queries!

Example: Gradient Descent is an SQ learning algorithm

min _:XND[fg(x, f*(x))]



Learning via statistical queries (SQ)

Humans learn by asking questions to an oracle. So, how can a machine learn?

Using statistical queries!

Example: Gradient Descent is an SQ learning algorithm

Set A(x, f"(x)) = V,Cy(x,f"(x)) (gradient statistic)



Learning via statistical queries (SQ)

Humans learn by asking questions to an oracle. So, how can a machine learn?

Using statistical queries!

Example: Gradient Descent is an SQ learning algorithm

Set A(x, f"(x)) = V,Cy(x,f"(x)) (gradient statistic)

The oracle returns: approximation of

= x~D [ng o(X, f *(x))] up to tolerance 7



Hardness result

Theorem

Consider the following parameters:

« NN states
» The instruction set has size (N> log N)
+ O(N*log N) iterations

Then, there are algorithms /™, which require super-polynomial (in N)
number of statistical queries or tolerance to be learned.
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High-level idea of the proof

Class of
semiautomata

Sub-class of
shuffling machines

Goal:
detect the target
Region
eliminated by Shufﬂing machinef*
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Eliminate machines using information from statistical queries until we learn f*



High-level idea of the proof

Class of
semiautomata

/ Sub-class of

shuffling machines

2-nd query Goal:
detect the target
Region
eliminated by Shufﬂing machinef*

Qst query

Eliminate machines using information from statistical queries until we learn f*



High-level idea of the proof

Class of
semiautomata

/ Sub-class of

shuffling machines

3-rd query

Goal:
detect the target

2-nd query

Region

shuffling machine f*

eliminated by

Qst query

Eliminate machines using information from statistical queries until we learn f*



High-level idea of the proof

Class of
semiautomata

Sub-class of
shuffling machines

Eliminate At
Size‘ N' The maChineS ] mOSt. "
o . | polynomially
are uncorrelated many per

query



High-level idea of the proof

Class of
semiautomata

Sub-class of
shuffling machines

Superpolynomially
® o o : many queries
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Proof sketch

Step 1) Shuffling with swaps
Step 2) Create exponentially many shuffling machines
Step 3) Show that they are almost uncorrelated, which implies hardness

Step 3.1) Reduce correlation to a random walk

Step 3.2) Use tools from representation theory



Step 1: Shuftling with Swaps



Shuffling with swaps




Shuffling with swaps

Instruction: swap positions 3 and 10




Shuffling with swaps

p— 9

> >

M

> AN

N>




Shuffling with swaps

2 3 J 5 6
e e ' ‘Y 9w
v ] v v v
v v . Y v e
2 3 J 5 6

Instruction: swap positions § and 12




Shuffling with swaps

<N
<
€
L 19]

< €€
S
<€

Total #swaps: (];)




Step 2: Exponentially Many
Shuffling Machines



Shuffling with filters

Before

*
... Swap (5,12)



Shuffling with filters

Before

ﬁcute

swap (5,12)

swap*(3,10)




Shuffling with filters

Before

swap*(3,10)




Shuffling with filters

Before

ﬁcute

swap (3,10)



Shuffling with filters

Before

f

swap (3,10)

The filter decides if its going to
execute an instruction or not



Shuffling with filters

Before

f

swap (3,10)




Shuffling with filters

Before

... swap (5,12)



Shuffling with filters

Before

f

swap (3,10) Filter SVgaEC(SEIeZ)
xecu

..swap (3,10)



Shuffling with filters

Before After

*
..swap (3,10)



Shuffling with filters

Before

f

swap (3,10) Filter swap (3,10)




Shuffling with filters

Before

f

swap (3,10)




Filter function

swap (1,2) swap (1,3) ... swap (1,N)

swap (2,3) ... swap (2,N)

swap (N — 1,N)

N
Set of #swaps, size: ( , )



Filter function




Filter function

Flip all coins




Filter function

Flip all coins

Tails: filter the swap

Heads: don’t filter



Filter function

swa)(1 2) swap (1 3) |

swa)(z 3) .

The result is a single
filter function!

Flip all coins

Tails: filter the swap

Heads: don’t filter



Exponentially many shuffling machines

Filter function 1

New machine



Exponentially many shuffling machines

Filter function 1 Filter function 2

swaxl,Z) swap (1,3) ...

New machine New machine



Exponentially many shuffling machines

Filter function 1 Filter function 2 Filter function 3
swap (1,2) swap{1.3) ... swap (L,N)
i)

Q,ﬁf@ /é‘

Gl @

swap (N — 1,N)

New machine New machine New machine

Repeat this experiment N! times.



Step 3: Correlation of Machines
and Hardness



Copies of swaps

: 1
How can we make the machines uncorrelated? P(agreement) = © (N)

Make k = ® (N log N ) copies of each swap instruction.



Copies of swaps




Copies of swaps

Filter®.12)-i" copy
execute




Copies of swaps




Copies of swaps

swap (1,2) swap (1,3) ... swap (1,N) swap (1,2) swap (1,3) ... swap (1,N) swap (1,2) swap (1,3) ... swap (1,N)
swap (2,3) ... swap (2,N) swap (2,3) ... swap (2,N) swap (2,3) ... swap (2,N)
swap (N - 1,N) swap (N — 1,N) swap (N - 1,N)
1-St copy 2-nd copy ¢ o o k-th copy

Make k = ® (N log N ) copies of each swap.  Total #swaps: k (];)



Copies of swaps

swa(1,2) swap (1,3) ... swap (1,N)

gL

A

.. Swap (2,N)

=

.. Swap (2,N)

.. Swap (2,N)

1-St copy 2-nd copy ¢ o 0 k-th copy

Make k = ® (N log N ) copies of each swap.  Total #swaps: k (Z)



Random walk reduction

How do we compute P(agreement) ?



Random walk reduction

How do we compute P(agreement) ?

Start state

(id, id)



Random walk reduction

How do we compute P(agreement) ?

Start state ~ (5»10) Step 1
(id, id)

P 10) :swap of 3and 10



Random walk reduction

How do we compute P(agreement) ?

Start state (39 10) Step 1 (59 12) Step 2

(id, id) (P3.10), 1d) (P3,100 P(5,12)

P51y :swap of 5and 12



Random walk reduction

How do we compute P(agreement) ?

Start state (39 10) Step 1 (59 12) Step 2
— —

P o

- = . A =
A . L e

a ‘ ,‘ “',-‘ = :"\i(—' = —S 2 // “ s O\

W ’~ 1 jJ el &) 1 il £/ R Y )

_\. '_J‘. .’{ L \ S c }' \ - c }' \ N . { )
S &=/ V7= v { V7= T B

v, N / \¢'7 P~ \¢7 ; AN

After T steps,

we measure the probability
r (5,12) - SWap of 5 and 12 of agreement

—_—
(P 3,100 P(5,12))




Random walk reduction

How do we compute P(agreement) ?

=Z P(same state | % )XP( &» )
(Pr.Pr)



Random walk reduction

How do we compute P(agreement) ?

=Z P(same state | o7 )xXP( &% )
(PrPr)

P(same state | % )=~ +E(Pp Pp)




Random walk reduction

How do we compute P(agreement) ?

1 , s
— __|_2 E(P T T) X ”j)( PP )
N .y



Random walk reduction

How do we compute P(agreement) ?

]
o =— H(E, P
=+ (E.P)



From probability to Fourier coefficients

How do we compute P(agreement) ?
Plancherel 1
1 formula /\ /\
N N Inner product of

Fourier coefficients



A single Fourier coefficient survives

How do we compute P(agreement) ?

N A A
+ (E, PY=— + E(std)P(std)

Out of all Fourier coefficients, only the
one that corresponds to the standard

representation of S, remains.



Bound on the Fourier coefficient

How do we compute P(agreement) ?

+ E(std)P(std) = % + O %

Properties of the standard (std) and T = ®N21og N)
representation of the Sy 5

1
N



Uncorrelated machines imply hardness



Uncorrelated machines imply hardness

Question: how many shuffling machines can the
learner eliminate at most with each query?



Uncorrelated machines imply hardness

N —1

We can eliminate at most: , (L
T —

(agreement) — %) N
P(agreement) : @(1) @(N)
agreeme — == = — —
N N! 72

Polynomially many, or we need very low tolerance 7.




Certitying correctness is hard
(under overparametrization)

=) A. Back de Luca, K. Fountoulakis. . Certification from Examples is Hard for Circuits and
Transformers under Minimal Overparametrization. arXiv:2005.22064 (May, 2020).


https://arxiv.org/abs/2605.22964

Problem: when do we know we've learned the target function?

Suppose your learner outputs a hypothesis 4 : {0,1}" — {0,1} from a hypothesis class

How many labelled examples do I need to certify that it matches the target as n grows?

1. Learn a hypothesis - > Obtain a labelled ) 3. Can S certify that
from data set S h = f* everywhere?



A certificate eliminates all incorrect hypothesis

Hypothesis class # Version space VS(S)
Candidate S =)

Target: f* in hypothesis class #

ho6 h3 ho6 K
Certificate candidate: labeled set S
") () 2 O
Version space o - s -
VS(S) = {h € #Z : hagrees with f* on S} hs B

S is a certificate for ™ iff every surviving hypothesis has the same input-output behavior as f*

VS(S) = {/*}



Certification depends on the hypothesis classes

Enlarged class " (slightly overparameterized)

The target has not changed.

o+ Original hypothesis class o, Only its surrounding hypothesis class.

; DC 3
hy @ m E : A tiny capacity increase can create exponentially many

; : new look-alike hypotheses.
. hy h2 r 3
“‘ h5 ...

"*.‘ @ @y’ How does it affect the certificate size?
e [t becomes exponential in 7 for all f* € # (Thm. 4.1/2)



Proofidea: (1) partition the domain

Trivial case:n = 3 and I = {1,2,3} — one example for each B,

.................................................................................................................................................................................................................................................................................
.....
............

. . . .
......................................................................................................................................................................................................................................

- Each binary pattern 7 on I defines : P P P

EatriggerblockBﬂ and together they : B, B, Bi1o By
. partition the domain. . x=100 x=101  x=110  x=11I

.......
.................................................................................................................................................................................................................................................................................



Proof idea: (2) build a deceiver per trigger block

Trivial case:n = 3and I = {1,2,3} — one example for each B,

X .

““““““

Fix a set of input coords I € [n]

........
................................................................................................................................................................................................................................................................................

Each binary pattern 7 on [ definesa : R . R

riggerblock B, = (x € (0.1)" s =mp my By Bu By,
and together they partition the domain. :  x=100  x=1001 x=110 x=11I

........
................................................................................................................................................................................................................................................................................

Build a deceiver g per trigger block B_

To eliminate each deceiver, the certificate needs one
-f*(x) ifx €B,

f*(x)  otherwise

g (x) = example from its trigger block B

There are exponentially many trigger blocks, so certificate size is exp(n) — Prop. 4.1



Some definitions

depth < d
- -
layer 1 layer 2 layer d — 1 layer d
(m, gates) (mo gates) (mgq—1 gates) (mg = 1 gate)
@ ' Thr % : @ |
oo | @ Thr

S
he
.8,

VA

: Thr

@ I
|
©
|
|
° |
| g | | =
| I |
° | | o
| |
| | | |
I | | |
I | | |
| | I
| | | |
[ | I [
I I I |
| | | |
J

total number of threshold gates < s

d
> mes s
£=il

THR,, (2) :=



Some definitions

cert(f*, H) = min { 15| : Vh € H, (V2 € 5, h(a) = /(@) = h= 1"}

§ Choose S
>
XO0®®O

~

>

[

N

Test on S
S

000 v
OO0 X

Q0O X
QO® X

~

K

»

Only f* remains

-
by X
o X
Py %

~

cert(f*, H) = smallest |S| that eliminates every h # f*.



Threshold circuits: one extra gate is enough (Thm 4.1)

o~ . . N - : o
Original A Deceiver

| * t S oy ~(z} it ¢€ B,

Thr) f*(z)  Thr ! Y i f*(:z:) otherwise.

Thr @ @ @ Thr @ @ Thr "Thr trigger for B

/ I C [4]

Adding just one more gate (same depth d) = cert(f*, TCC? () )2 )

Holds for every target in the smaller class, including f* s.t. cert(f*,TC, ) < n?"



The same principle applies for Transformers (Thm 4.2)

/ Original Transformer 7™ \

original output

5B

existing layers
and heads

-

/ Constructed deceiver \

Final layer

-

\_

+ 1 attention head
computes trigger

~

/

OO0 00O

+ 6 auxiliary coordinates

If trigger is activated:
~overwrite output



What if we allow some mistakes?

Relative-error guarantee Near-perfect absolute guarantee
Allow a constant fraction Allow at most
e € |0,1] of the full domain R = poly(n) mistakes

Can hide exponentially many absolute

. Still needs 24" examples
mistakes!

The domain has 2" inputs. A constant fraction of 2" is already exp(n), while poly(n) mistakes is a much
stronger guarantee.



Experiment: Poly examples barely eliminates deceiver circuits

Circuit Deceivers vs. Certificate Candidate Size
102} | | | | —

For n-bit addition recognition:

* Target circuit uses 3 thr gates

* One trigger deceiver for each
binary pattern (2" deceivers)

[T T S T ST S ST S I S S ST SRR S SRR SR R G R S SRR SR R SR R S R T R R W e —

................................................... ’_‘—‘—'——‘5\
0| —

1021} —— ) — ]2 e 1), — () n =32
—— 1), — 16 ), = 24 n = 4(0

:  When candidate size is poly(n),
: almost all constructed deceivers :
survive.

Expected surviving deceivers
S
o)

109 10-7 10 103 10~
Normalized certificate candidate size

Certificate candidate size is normalized by 2"



Experiment: certitying trained Transformers

- . » Transformer Deceivers vs. Certificate Candidate Size
Task: recognizing 10-bit addition e T

o)
-

150 models trained w. >99.9% train/val acc.

N
-

87 make no errors on the held-out set
63 make at least one mistake

o
-

Certificate candidates: uniformly sampled
subsets of the held-out set.

L s T | L2 L 2 T T | ¥ 8 8 g

; IIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIIII »
|
|

: Compact test subset: 1/3 of held-out data, set to | =g Test set

- =—#— Compact test subset

[—
-,

: cover 77.2% of observed error locations.

Expected surviving deceivers
Lo
-

F U T — - I U T — - F TR S — % F TR T — % IR T —

10 10° 10 107 107 107" 10°
Normalized certificate candidate size

-




Thank youl



